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This is the Program Year 2: Quarterly Report 3 of the Aristotle Cloud Federation team. We report on
plans and activities for each area of the project Work Breakdown Structure (WBS).

Cloud Federation Project Management, Oversight &
Reporting
CU 0.10 FTE UB 0.01, UCSB 0.01
Total FTE: 0.12

DIBBs Acquisition, Installation,
Configuration, Testing & Maintenance
CU 0.08 , UB 0.25, UCSB 0.1

Cloud Federation Portal
CU 0.33 , UB 1.0, UCSB 0.66

Research Team Support
CU 0.30, UB 0.75, UCSB 0.31

Total FTE: 1.99

Total FTE: 1.36

Total FTE: 0.43

Portal Development & Maintenance
CU 0.28 , UB 0.25, UCSB 0.20

Allocations & Accounting Integration
CU 0.02 , UB 0.1, UCSB 0.1

Open XDMoD Integration
CU 0.02 , UB 0.65, UCSB 0.0

Eucalyptus & QBETS Integration
CU 0.01, UB 0.0, UCSB 0.36

Total FTE: 0.73

Total FTE: 0.22

Total FTE: 0.67

Total FTE: 0.37
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1.0 Cloud Federation Project Management, Oversight & Reporting Report
1.1 Subcontracts
All subcontracts are in place. Nothing new to report.
1.2 Project Change Request
No new project change requests were made this quarter.
1.3 Project Execution Plan
The Project Execution Plan (PEP) was approved by NSF on 12/18/2015. We are operating as planned and
continuously updating our PEP on a monthly basis.
1.4 PI Meetings
Aristotle PIs and project team leaders were at the National Science Foundation on 4/25/2017 for our 18month independent project review. Following the review, the panel reported that the “Awardee and
colleagues need to be highly commended for their progress thus far” and recommended continued
funding.
The panel concluded that the Aristotle project has the potential to:
• serve as a model for providing cloud resources locally while providing elasticity and access to
resources such as software, datasets, or hardware not available locally,
• provide relevant metrics that facilitate the exchange of resources among a federation of
institutions (via the incorporation/further development of XDMoD),
• predict the durability of AWS spot pricing which may help researchers lower their costs of
computing (via DrAFTS).
In particular, the panel noted that Aristotle isn’t just “another cloud” or a specific cloud solution, but
rather an exchange and an enabling technology for researchers to achieve results faster.
1.5 Project Status Calls
4/4/2017 call:
• Updated the Aristotle portal to include deployment of year 2 federation resources:
https://federatedcloud.org/using/federationresources.php.
• Discussed the need to automate utilization reporting.
• Preparing to demo Aristotle’s OAuth2 capability and science use cases at the NSF project review.
5/9/2017 call:
• Developing a new set of introductory PPT slides that clearly emphasize the rationale for Aristotle
and the benefits of federated cloud.
• Analyzing log errors in order to address how to eliminate them.
• Recruiting REU students.
• UB is upgrading to Eucalyptus 4.4 and troubleshooted 2 bugs. This clearly illustrates a benefit of
federations: federation members discover and help each solve problems rather than “flying solo.”
• Applied for earlier this year/received Jetstream and Wrangler allocations: 2372000 Jetstream
SUs; 10000 Jetstream storage SUs (10TB); 1000 Wrangler SUs; 86000 Wrangler storage SUs
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(86TB); and, 1 SU of ECSS (extended support). These allocations will be used for inter-cloud
bursting (the transferring of some use case work from Aristotle to Jetstream). Data has now been
moved from Pryor's use case to Jetstream; plans for other cross-stack work are being formulated.
5.23.17 call:
• Development of the federated version of XDMoD is on schedule.
• 90% of the cabling of new Ceph hardware at Cornell is completed.
• Two Aristotle graduate students will be graduating with Masters degrees from UCSB. To date, 8
graduate and 3 undergraduate students have participated in Aristotle with user accounts.
• Research by (Wolski) using Aristotle will soon be published in IEEE Cloud. It describes a new,
efficient predictive scheduling methodology for implementing infrastructure power savings using
private clouds. A second paper, Performance Monitoring and Root Cause Analysis for Cloudhosted Web applications was published in the 2017 World Wide Web Conference Proceedings:
http://papers.www2017.com.au.s3-website-ap-southeast-2.amazonaws.com/proceedings/p469.pdf
• Sedgwick had a network outage due to a UPS failure in one of the microwave towers; it's back
online now. This experience demonstrates that our edge-cloud strategy is necessary even when
there is infrastructure in place for remote sensing.
• UB noted that seemingly innocuous network changes can cause a hiccup with NFS when Ceph is
serving volumes.
6.6.17 call:
• Strategic discussions regarding moving to OpenStack due to DXC Technology's decision to no
longer support Eucalyptus.
• UB is implementing Ceph with improved networking and secondary switches for failover.
• Sign in with Globus page is now available at the Aristotle portal.
6.20.17 call:
• Discussions regarding a supplemental proposal and container development.
• Briefing by DXC Technology's Jamie Wakelin and Bill Franklin confirmed that Eucalyptus
support is ending March 21, 2018; our support contact is through October 2017. DXC requested
that Aristotle submit any current bugs for fast-track resolution. Wolski asked if DXC could take
the Eucalyptus repro down and fork it so that it remains an OS and people can use it. He also
expressed that it would be helpful if DXC relicensed it as Apache or BSD so the community
could contribute to and maintain it. Follow-up discussions will occur with Wolski on that subject
(not a unique request: Nokia and BAE are big users). For now, Aristotle plans to leave Eucalyptus
in production for scientists to continue their work and concurrently investigate/pilot the best
OpenStack ecosystem, ultimately moving to production with OpenStack on the entire federation.
• Lifka expressed belief that portability will eventually (some day) be by containers and that we
should start by taking XDMoD SuPREMM kernels and containerize them, and then bring this
knowledge broadly to the community.
• The team agreed that the first step is to figure out what version of OpenStack to use and set up a
system evaluation. The second step is containerization. Containerization is likely to work for high
throughput science; parallel work is another story, and much more difficult (but nonetheless
important to evaluate its potential). One reason scientific codes don't run well on containers is the
networking is not conducive to parallel codes. Containers are expected to be good for "task
farming," and because many scientists have work in that category, containers could provide value
to the NSF and the greater research community.
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1.6 Supplemental Proposal
In June, Cornell PI Lifka and the Aristotle co-PIs submitted a proposal to NSF titled "Adapting the
Federated Cloud to New Software Environments: Supplement to Aristotle" to support 3 principle
activities:
•
•
•

the transition of Aristotle from Eucalyptus to OpenStack,
an exploration of containerization for scientifically important benchmarks,
an exploration of the use of containers by the Aristotle science teams to achieve cross-cloud
deployment portability.

These opportunities are brought about by significant technological changes in the commercial private and
public cloud sectors. In particular, commercial support for Eucalyptus (an open source AWS compatible
private cloud platform) is no longer available. In addition, Docker (a popular packaging and deployment
technology) has matured to the point where it can be used in production for HPC and scientific
applications. Docker makes it possible to codify application deployment requirements entirely so that they
can be completely and correctly reconstituted in a variety of environments. To do so, Docker requires
container support and a consistent way that this support is integrated with the private and public cloud
infrastructure.
The supplemental activities that we proposed are in response to two developments: first, and foremost,
support for Eucalyptus software used by Aristotle cloud resources is being discontinued by DXC
Technology. Therefore, the project team needs to identify and implement a supported cloud software
platform in order to ensure continuity of the Federated Cloud and the project use cases. Second, NSF and
cyberinfrastructure community leaders have noted a lack of containerization strategies that ensure
portability between different OpenStack clouds and various public clouds for common science codes.
Thus, containerization and orchestration warrant a focused investigation in order to better understand their
potential in enabling scientists to seamlessly transition applications from clouds such as Aristotle to
Jetstream and public clouds, as well as campus-based HPC systems.
2.0 DIBBs Acquisition, Installation, Configuration, Testing & Maintenance Report
2.1 Hardware Acquisition
•
•
•

Cornell received year 2 hardware (was previously on back order due to SSD drive shortages).
UCSB ordered network switches (necessary for restructured Ceph installation).
UB acquired no hardware this quarter.

2.2 Software Installation, Configuration, and Testing
•
•

UB updated their cloud to Eucalyptus 4.4 and discovered a bug with the way eucanetd updated
the node controller’s rules for security groups (filed as bug EUCA-13397). The team was able to
create a patch for this and contributed the fix to the Eucalyptus development team.
Cornell installed their Ceph storage cluster and is in the process of standing up their Eucalyptus
4.4 cloud. This will be a separate cloud because the current cloud uses SAN storage and there is
no migration path from SAN to Ceph. The plans are to: (1) bring up the Euca 4.4 cloud using a
5
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•

portion of the Euca 4.2.2 cloud nodes, (2) migrate users and their instances from the Euca 4.2.2
cloud to the Euca 4.4 cloud, (3) move the remaining nodes from the Euca 4.2.2 cloud to the Euca
4.4 cloud, and (4) decommission the 4.2.2 cloud.
UCSB redesigned their Ceph topology for added fault-tolerance and to aid in future storage
expansion. They spent time learning Dell’s Networking OS (FTOS or Force 10 Operating
System) and configured the new switches as required.

The three teams began investigating future cloud software solutions after hearing that Eucalyptus support
will end March 21, 2018. We had conversations with cloud solution providers (Red Hat, RackSpace, and
Dell) in order to begin our cloud operating system investigation. We have submitted an NSF
supplemental proposal to assist us with the transition to a new cloud software solution and to investigate
containers.
The infrastructure status table was updated this quarter:

Cornell (CU)
https://euca4.cac.cornell.edu
Cloud URL

Buffalo (UB)

Santa Barbara (UCSB)

https://console.ccr-cbls- https://console.aristotle.ucsb.edu
2.ccr.buffalo.edu/

Cloud Status

Production

Production

Production

Euca Version

4.2.2

4.4

4.2.2

Hardware
Year 1

Dell

Dell

Dell

Hardware
Year 2

Dell

Dell/Ace

Dell, HPE

DIBBs
Purchased
Cores

*168

**256

356

RAM/Core

4GB/6GB

up to 8GB

9GB Dell, 10GB HPE

SAN (226TB), Ceph (1152TB)

SAN (336TB)

Ceph (528TB)

Yes

Yes

Yes

28 core/192GB RAM

24 core/192GB RAM

16 core/16GB RAM

Global File
Transfer

Yes

Planned

Planned

Globus
OAuth 2.0

Planned

Planned

Planned

Storage
10Gb
Interconnect
Largest
Instance
Type

** 256 additional cores
* 168 additional cores augmenting augmenting the existing
the existing Red Cloud (376 total Lake Effect Cloud (424
cores)
total cores)
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2.3 Potential Tools
• CloudLaunch - nothing new to report.
• DXC Technology Eucalyptus - bugs reported/fixes contributed to developers.
• Supercloud - nothing new to report.
3.0 Cloud Federation Portal Report
Content updates to the project are ongoing: https://federatedcloud.org. We are currently adding a link to
the webGlobe analysis and visualization tool for geospatial data which runs on top of Aristotle.
We continue to monitor the usage graph (https://federatedcloud.org/using/federationstatus.php) to ensure
data is being collected consistently from all sites. We are investigating software solutions.
The “Metrics and Usage” section of the portal planning table (below) was removed; we are now using a
more detailed timeline for that effort (see the table in Section 3.2). No other changes were made to the
portal planning table this month.
Portal Framework
Phase 1
10/2015 – 3/2016
Gather portal
requirements, including
software requirements,
metrics, allocations, and
accounting. Install web
site software.

Documentation
Phase 1
10/2015 – 3/2016
Basic user docs, focused
on getting started. Draw
from existing materials.
Available through CU doc
pages.

Phase 2
4/2016 – 12/2016
Implement
content/functionality as
shown in following
sections. Add page hit
tracking with Google
Analytics, as well as
writing any site
downloads to the
database.

Phase 3
1/2017 - End
Implement
content/functionality as
shown in following
sections. Add additional
information/tools as
needed, such as selecting
where to run based on
software/hardware needs
and availability.

Phase 4
1/2017 - End
Release portal template
via GitHub. Update
periodically.

Phase 2
4/2016 – 10/2016

Phase 3
11/2016 – End

Phase 4
1/2017 - End

Update materials to be
federation-specific and
move to portal access.

Add more advanced topics
as needed and after
implementation in Science
Use Cases, including
documents on “Best
Practices” and “Lessons
Learned.” Check and
update docs periodically,
based on ongoing
collection of user feedback

Release documents via
GitHub. Update
periodically.
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Training
Phase 1
10/2015 – 3/2016
Cross-training expertise
across the Aristotle team
via calls and science
group visits.

Phase 2
4/2016 – 12/2017
Hold training for local
researchers. Offer
Webinar for remote
researchers. Use
recording/materials to
provide asynchronous
training on the portal.

Phase 3
4/2017 – 12/2017
Add more advanced topics
as needed. Check and
update materials
periodically, based on
training feedback and new
functionality.

Phase 4
1/2018 - End
Release training materials
via GitHub. Update
periodically.

Phase 3
6/2016 – 3/2017
Beta testing Euca 4.4 with
Euca console supporting
Globus Auth. Will deploy
and transition to Euca 4.4
on new Ceph-based cloud.

Phase 4
4/2017 – End
Move seamlessly to Euca
console after portal
Globus Auth login.

Phase 2
4/2016 – 12/2016
No longer relevant since
Globus Auth will let us
interface with Euca web
console

Phase 3
1/2017 – End
N/A

Phase 4
1/2017 – End
N/A

Phase 2
3/2017 –5/2017
Display usage and CPU
hours by account or
project on the portal.
Integration hooks for
user and project
creation/deletion and
synchronization across
sites.

Phase 3
6/2017 – 10/2017
Automate project
(account) creation by
researcher, via the portal.

Phase 4
6/2017 – End
Report on usage by
account, if the researcher
has multiple funding
sources. Release
database schema via
GitHub.

User Authorization and Keys
Phase 1
Phase 2
10/2015 – 1/2016
2/2016 – 5/2016
Plan how to achieve
Login to the portal using
seamless login and key
InCommon.
transfer from portal to
Euca dashboard.

Euca Tools
Phase 1
10/2015 – 3/2016
Establish requirements,
plan implementation.

Allocations and Accounting
Phase 1
10/2015 – 3/2017
Plan requirements and
use cases for allocations
and account data
collection across the
federation. Design
database schema for
Users, Projects and
collections of CPU usage
and Storage Usage of the
federated cloud.

3.1 Software Requirements & Portal Platform
No activity this quarter.
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3.2 Integrating Open XDMoD and DrAFTS into the Portal
Modifications of the XDMoD ETLv2 (Extract, Transform, Load) process is underway to support
ingesting cloud data. These include general improvements such as scanning a directory for files recently
modified as well as specific improvements for populating multiple database tables from a single JSON
record. Additional improvements to the Eucalyptus log scraper have been made to provide more accurate
information as well as additional data points.
Our updated task timeline table is below:

3.3 Allocations & Accounting
The login procedure was updated to write any missing member data to the accounting database.
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There were no changes made to the database schema this quarter:

4.0 Research Team Support
4.1. General Update
•

6 REU students were selected and have commenced Aristotle science use case work (4 at Cornell,
2 at UCSB).

4.2 Science Use Case Team Updates
Use Case 1: A Cloud-Based Framework for Visualization & Analysis of Big Geospatial Data
The big geo data team prepared a fully functional system for handling large climate data sets for
visualization and analysis. The visualization is a browser-based framework available at
http://199.109.195.187:8080/webglobeserver/. It allows users to upload, visualize, and analyze NetCDF
Network Common Data Form) data sets. Currently, the system needs an authenticated account for access.
The webGlobe demonstration is available at https://www.youtube.com/watch?v=-jhCwOda9fU. At
present, this is the only browser-based system available to researchers with this functionality.
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We submitted a paper to the ACM SIGSPATIAL International Conference on Advances in GIS describing
the system which is currently under review. We also entered the webGlobe system in the NASA World
Europa Challenge; the results of the challenge will be declared in August 2017.
We are currently in the process of tying the webGlobe system to the Globus authentication mechanism so
that other members of the federation can utilize this resource.
Use Case 2: Global Market Efficiency Impact
The finance team finished importing all of the Trade and Quote (TAQ) database (one of the main
databases used in finance which contains intraday prices for all U.S. stocks). Subsequent years will be
imported at a later stage.
We also imported the Thompson Reuters Tick History (TRTH) book data. We are currently cleaning up
the sample for global efficiency research. This is mainly manual work and will probably take another
month. Using TAQ data, we have computed seven measures of efficiency; three more efficiency measures
will be computed by end of July. Two new projects with UB Finance PhD students have been started
using TAQ and TRTH data.
Use Case 3: High Fidelity Modeling and Analytics for Improved Understanding of ClimateRelevant Aerosol Properties
1. Précis purpose of our current suite of simulations:
a. Quantify impact of resolution (to convective permitting scales) on near-surface flow (i.e.,
wind speed) regime fidelity.
b. Examine scales of coherence in wind fields. Specifically spatial scales of calms (i.e. wind
speeds < 4 m/s), and spatial scales of intense wind speeds (i.e., wind speeds > the local 90th
percentile value).
c. Quantify the platform dependence of wind simulations (i.e., quantify the differences in near
surface wind regimes from simulations conducted on conventional HPC and the cloud).
d. Examine inter-annual variability in near-surface wind speeds (Can we simulate it? What is
the source?).
e. Evaluate impact of large wind turbine (WT) developments on downstream climate (local to
mesoscale).
2. Our activities during the last 3 months (03/28/2017-06/22/2017) have focused on two key aspects:
a. Continuation of the numerical simulations with the Weather Research and Forecasting model
(WRF) – see status table below.
b. Commencement of evaluation of 10-minute wind speeds from the simulation relative to in
situ measurements (from ASOS, the National Weather Service Automated Surface Observing
System). This work is being partly undertaken by an REU undergraduate student (Thomas
Bondi) and will largely be conducted on the NSF Jetstream cloud to enable Aristotle
activities to continue to focus on the numerical simulations. Status: codes have been written
in MATLAB and tested on a subset of the model output and will be run on Jetstream after the
bottleneck of transferring data to Jetstream from Aristotle has been overcome.
Status of simulations for calendar year 2008, the decadal simulations to assess research question 1.d
will commence shortly and will be conducted in parallel with evaluation of the simulations listed
below. Note: Cori is a DOE Cray
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Simulation (Platform)

Status

Purpose

Entire eastern half of North America: nested domain: 12 km with
nesting to 4 km (Cori)

Completed

1 a, b

Entire eastern half of North America including WT: nested domain: 12
km with nesting to 4 km (Cori)

Completed

1 b, e

Entire eastern half of North America: single 12 km domain (Cori)

Completed

1 a, b, c

Entire eastern half of North America: single 12 km domain (Aristotle)

Completed

1 b, c

Iowa excluding WT: Iowa and surrounding states: nested domain: 12
km with nesting to 4 km (Aristotle)

Completed

1e

Iowa including WT: Iowa and surrounding states: nested domain: 12
km with nesting to 4 km (Aristotle)

Running

1e

Use Case 4: Transient Detection in Radio Astronomy Search Data
REU students Holzknecht and Lakshmanan have been making good progress with building code to down
resolve the data, produce graphical output, and rebuild Laura Spitler’s code for production runs and
extension to include new algorithms. The code will first be run on a mixture of datasets known to contain
transient sources and of PALFA blind search datasets, for diagnostic purposes.
Use Case 5: Water Resource Management Using OpenMORDM
All users have been added to both the mordm group (for shared file access under `/mnt/data/`) and to the
Docker group (for creating and running containers). The instance is currently configured as a 16 node,
single core instance, but we have tested multiple nodes previously, and can scale up later. B. Barker
created a snapshot of the instance's OS volume. Parallel Platypus (the Python version of OpenMORDM)
is ready to use and using Docker to install packages is ready to try out.
Use Case 6: Mapping Transcriptome Data to Metabolic Models of Gut Microbiota
We (Douglas, Ankrah, and REU student Song) have generated advanced draft metabolic reconstructions
for 4 of 5 bacteria needed to simulate Drosophila-microbial community metabolic interactions. We
currently have draft metabolic reconstructions for Lactobacillus brevis DmCS003, Lactobacillus
plantarum DmCS001, Acetobacter pomorum DmCS004 and Acetobacter tropicalis DmCS006.
Generation of a draft reconstruction of Acetobacter fabarum DLS54 is scheduled to start July 2017.
The draft metabolic model of Lactobacillus brevis DmCS003 comprises 478 genes, 1187 metabolites and
818 reactions. The draft metabolic model of Lactobacillus plantarum DmCS001 comprises 695 genes,
1200 metabolites and 682 reactions. The draft metabolic model of Acetobacter pomorum DmCS004
comprises 648 genes, 1357 metabolites and 1063 reactions. The draft metabolic model of Acetobacter
tropicalis DmCS006 comprises 737 genes, 1393 metabolites and 1112 reactions. Manual curation of all
draft metabolic models is currently underway to add metabolic genes and their associated reactions
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omitted from the draft reconstructions and also to remove reactions with no gene associations and
reactions for which genes have been assigned erroneously.
Use Case 7: Multi-Sourced Data Analytics to Improve Food Production & Security
The science team has been running a series of experiments to test the battery power optimizations that
have been developed for the soil moisture monitoring infrastructure. So far, the results look promising but
additional experiments are needed to determine how well scheduling the data transfers according to
predicted future battery charging duration will work. Sensor durability is much improved over the
previous version as this set of experiments all stress test the platform.
Additionally, the infantile oak monitoring project is now up and running on the new hardware. The plan is
to gather soil moisture data over the summer to see how dry the oaks actually get and then to make an
assessment of the next set of experiments to run.
As part of the soil monitoring effort, the science team developed and deployed in Aristotle a new service
for implementing k-means clustering. The initial use case is to cluster soil electrical conductivity (EC)
data. Farmers and farm consultants can upload EC data in CSV format (which they typically use) and it
applies a variety of clustering techniques, and then makes a recommendation based on statistical
information criteria. It is operational for the science team and its collaborators but not yet available for
general usage.
For the Where’s the Bear project, a few members of the audience at the IoT Conference suggested a better
training method using transfer train with Google images having no background and then subtracting the
background (using an empty scene) from the Sedgwick animal images for classification. This experiment
requires analysis to determine which empty scene is closest (in terms of lighting) to each scene with an
animal and then to automatically do the scene subtraction. The results are improved, but the team is still
in the process of verifying them.
5.0 Community Outreach and Education
5.1 Community Outreach
• Cornell featured the NSF Aristotle-funded DIBBs workshop report on its home and news page
and distributed the report to NSF program officers, DIBBs PIs, and cyberinfrastructure
professionals. See "Final Report: 1st NSF Data Infrastructure Building Blocks PI Workshop:"
https://dibbs17.org/report/DIBBs17FinalReport.pdf.
• UB presented Aristotle project goals as part of the XSEDE Quarterly Meeting XMS update:
Aristotle goals
o Federated cloud model
o Share resources between institutions
o Transparent instance movement between institutions
o Cross-institution allocations
o Burst to AWS during peak usage
XDMoD goals for Aristotle
o XDMoD will provide metrics collection and reporting
o Developing log collectors for cloud data
o Develop cloud accounting and performance metrics
o Test federated XDMoD capability
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•

•

Source:
https://confluence.xsede.org/download/attachments/1677113/XDMoD_XSEDE_QuarterlyMeetin
gMar2017.pptx?version=1&modificationDate=1488556872000&api=v2.
The Zooniverse Citizen Science project—Sedgwick Reserve Animal Pursuit—is currently
undergoing beta testing. See https://www.zooniverse.org/projects/ckrintz/sedgwick-reserveanimal-pursuit/ to learn more about this Aristotle Where's the Bear use case outreach which was
also featured in this community blog: http://cio.ucop.edu/wheres-the-bear-automatic-imageclassification-for-wildlife-research/.
Douglas Lab Postdoc Nana Ankrah won the poster prize at the Copenhagen Bioscience
Conference (May 7-11, 2017) for his metabolic modeling research enabled by the Aristotle Cloud
Federation and Aristotle science team (B. Barker). See: http://angeladouglaslab.com/nana-winsconference-prize/.

5.2 Education
•

•

Two AWS research presentations were presented to the Cornell Aristotle Team and are now
available to the cyberinfrastructure community at the Aristotle portal: See Foundation Services
for Research Computing: http://research-day.s3-website-us-east-1.amazonaws.com/AWSFoundationalServicesDeepDive-April2017.pdf and High Performance and Research Computing
on AWS: http://research-day.s3-website-us-east-1.amazonaws.com/AWS-ResearchComputingApril2017.pdf.
Aristotle Cloud Federation resources supported a spring 2017 Computer Science class on Cloud
Computing (CS293B - https://www.cs.ucsb.edu/~rich/class/cs293b-cloud/) at UCSB. The student
learning objective was to develop a multi-cloud system that used various cloud infrastructures in
the best way possible. Students wrote a distributed search algorithm for non-convex optimization.
They also combined Aristotle federation resources with XSEDE, Chameleon, CloudLab, and
HTCondor resources in the same application.
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